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Do habits play a role in our social impressions? To investigate the contribution of habits
to the formation of social attitudes, we examined the roles of model-free and modelbased reinforcement learning in social interactions – computations linked in past work to
habit and planning, respectively. Participants in this study learned about novel individuals
in a sequential reinforcement learning paradigm, choosing financial advisors who led
them to high- or low-paying stocks. Results indicated that participants relied on both
model-based and model-free learning, such that each type of learning was expressed
in both advisor choices and post-task self-reported liking of advisors. Specifically,
participants preferred advisors who could provide large future rewards as well as
advisors who had provided them with large rewards in the past. Although participants
relied more heavily on model-based learning overall, they varied in their use of modelbased and model-free learning strategies, and this individual difference influenced the
way in which learning related to self-reported attitudes: among participants who relied
more on model-free learning, model-free social learning related more to post-task
attitudes. We discuss implications for attitudes, trait impressions, and social behavior,
as well as the role of habits in a memory systems model of social cognition.
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MODEL-BASED AND MODEL-FREE SOCIAL COGNITION
Human thriving depends on social relationships, and the impressions we form of new
acquaintances are essential guides to our social behavior (Fitzsimons and Anderson, 2013). We
befriend people who are kind, hire people who are competent, avoid those who are domineering, or
seek counsel from those who are empathic. In this way, impression formation often serves our goals
(Brewer, 1988; Fiske and Neuberg, 1990; Bargh and Ferguson, 2000), as we use our knowledge of
other people – their traits, mental states, and behaviors – to predict their actions and decide whether
to interact with them (Heider, 1958; Tamir and Thornton, 2018).
Yet, while goals drive much of human behavior, this is not always the case. Habits, in
particular, are responses that occur automatically and independent of our goals, often representing
a highly-repeated behavior that was once goal-directed but that persists and is expressed even
when the goal has changed (Wood and Rünger, 2016; Robbins and Costa, 2017). Habits likely
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preferences acquired through instrumental learning may be more
directly tied to behavior.

explain many behaviors, from benign compulsions like biting
one’s nails to more harmful acts like mindlessly reaching for a
cigarette. Here, we asked whether habit-like processes may also
contribute to social cognition – how we learn about, interact
with, and evaluate other people – and thus help explain social
behaviors that appear to occur independently of, or in opposition
to, one’s goals.

A Role for Habits in Social Cognition?
Over time, instrumentally learned responses may be automatized
into habits (Thorndike, 1911; Robbins and Costa, 2017).
Although people may initially perform an action deliberately to
achieve a goal, rewards can “stamp in” an association between
a stimulus (or context) and a response, such that people later
perform the response automatically. In contrast to skills, which
are goal-directed action routines triggered intentionally, habits
reflect a well-learned response that unfolds even when it is not
consistent with a goal, and it persists even when its expression
is no longer rewarded (Balleine and Dickinson, 1998; Tricomi
et al., 2009; Wood and Rünger, 2016; Wood, 2017). Nevertheless,
habits can be adaptive, initiating an important behavior that
we might otherwise forget in the pursuit of another goal, such
as grabbing our keys when rushing out the door to get to
work in the morning.
Habits differ from other forms of unintentional learning
that may contribute to impression formation. For example,
spontaneous trait impressions (STIs) form when a perceiver
is simply asked to read and memorize a set of trait-implying
sentences (Winter and Uleman, 1984; Carlston and Skowronski,
1994). People may be unaware that they formed an impression,
yet STIs become evident in measures of cued recall and may
subsequently influence judgment (Moskowitz and Roman, 1992).
There is also evidence that evaluative conditioning, in which a
neutral social target is paired repeatedly with either positive or
negative images (Walther, 2002; Olson and Fazio, 2006), may
even occur when such images are presented subliminally (e.g.,
De Houwer et al., 1997; Hofmann et al., 2010; but see Sweldens
et al., 2014). However, both forms of learning involve passive
exposure to stimuli and the formation of conceptual associations,
likely supported by a semantic/conceptual associative memory
system (Amodio and Berg, 2018; Amodio, 2019), in contrast
to the active process of action-outcome learning involved in
instrumental habit formation.

Multiple Systems for Social Learning
Research on impression formation has, to date, primarily
emphasized conceptual forms of learning that give rise to goaldirected behavior; that is, acquiring conceptual knowledge about
a person’s traits and behavior (Uleman and Kressel, 2013). Early
theories of impression formation focused on instructed forms of
learning, in which we learn about a person from descriptions
shared by others (Asch, 1946; Wyer and Carlston, 1979). If we
are told that Bob is generous and friendly, we may infer that he’s
a good person. We can also learn about other people through
observation and the use of attributional processing (Heider, 1958;
Jones and Davis, 1965; Rydell and McConnell, 2006). If we see
Jane offer money to a homeless person, we may infer from
her actions that she is generous; if we see Jane choose a highperforming stock, we may infer that she is competent. These
conceptual inferences can give rise to goal-directed behaviors, like
choosing to spend time with someone who is generous or to hire
someone who is competent.
More recent research has shown that social attitudes
and impressions can also be formed through reward-based
instrumental learning in direct social interaction – trial-anderror learning in which people make choices and receive feedback
(Hackel et al., 2015). For instance, one might choose a lunch
partner and experience rewards when they share their food, or
one might hire a financial advisor and experience rewards when
their advice pays off. Through this feedback, one can learn the
reward value of an individual while also inferring aspects of
their character traits (Hackel et al., 2015). Unlike instructed and
observational forms of learning, which are typically passive (e.g.,
reading about another person), instrumental learning is active:
it concerns feedback from another person regarding one’s own
actions. If, on most days, Bob’s greeting to Jane is met with a smile,
he will associate reward with his behavior toward Jane in addition
to inferring that she is friendly.
Instrumental learning thus represents a distinct mode of
learning in social interactions relative to conceptual knowledge
(Amodio, 2019). Instead of inferring other people’s qualities in
order to decide how to interact with them, instrumental learning
involves learning the reward value of social interaction through
direct action and feedback. That is, in traditional impression
formation approaches, Bob learns to interact with Jane because
he infers she is friendly, and he wants to be around friendly
people. In instrumental learning, Bob learns to interact with Jane
because he previously did so and received rewarding outcomes,
such as social rewards like smiles and compliments or material
rewards like money and food. He may like Jane as a result of
those rewards, rather than as a result of qualities he attributes to
her. Thus, instrumental learning directly informs how we should
interact with others given the rewards they provide. In this way,
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Examining Habit Formation Through
Reinforcement Learning
A major challenge in the study of habits in humans is that
it is often difficult to discern habits from other, goal-directed
processes in behavior. However, this distinction has recently
been linked to two forms of behavior within a computational
account of reinforcement learning (Daw et al., 2011). Broadly,
reinforcement learning algorithms describe how an agent learns
the value of different actions with different states of the world
by making choices and experiencing rewards (Sutton and Barto,
1998). According to this account, two types of computations can
underlie reinforcement learning: Agents can engage in modelbased learning, in which they consider the likely outcomes of
their actions given knowledge about their environment, and
also in model-free learning, in which they associate actions
directly with reward value and repeat previously rewarded actions
(Daw et al., 2011; Doll et al., 2015). Model-based learning is thus
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these partners to work with in a non-economic puzzle-solving
task – a context where generosity, but not previous reward value,
is advantageous – participants’ choices were still influenced by
partners’ past reward value in addition to their generosity. This
persistent influence of past reward – even when reward value no
longer informed desired outcomes – suggests that participants
may have developed model-free reward associations that guided
subsequent social preferences. Nevertheless, past work has not
directly tested this possibility by dissociating model-based and
model-free learning in social interaction.

prospective and goal-oriented, sensitive to both environmental
contingencies (e.g., how to get to a reward) and expected
outcomes (e.g., whether a desirable reward will be attained) –
like a hungry mouse considering how to navigate a maze to
reach the room with the tastiest cheese. In contrast, modelfree learning is retrospective, relying on a past history of
rewards for an action; it requires no internal model of one’s
environment and is insensitive to the outcomes an action
will presently bring. A model-free learner stores cached values
for previously performed actions and selects actions with the
highest cached value.
Because model-free learning is computationally simpler but
less flexible than model-based learning, it may give rise to
behavior that has features of habits. For instance, an animal
might continue to press a food lever despite being fully sated
because this action was previously rewarded and thus associated
with high reward value (Dickinson and Balleine, 1994; Daw
et al., 2011). Although a model-free learner could eventually
learn to adapt to the new value, it would persist in pressing
the lever until learning takes place in its newly satiated state. In
contrast, a model-based learner should not require this learning
at all; instead, it should plan ahead to the likely outcome of
the lever press, realize that it does not desire that outcome,
and avoid the action from the start. Given these characteristics,
the model-based/model-free distinction has been used recently
to probe the role of habits in a range of learning contexts
in humans. For instance, individuals who engage in greater
model-based learning show less persistence in a devaluation
task – a classic marker of habits (Gillan et al., 2015). Yet, to
date, this approach has not been applied to questions on the
formation of social impressions through direct social interactions
with other people.

Study Overview
The present research was designed to provide initial evidence
for model-free learning in social impression formation. To
this end, we administered a sequential choice task commonly
used to dissociate model-based and model-free learning (Kool
et al., 2016; Kool et al., 2017; see also Daw et al., 2011),
adapted to examine social partner choice and attitudes. On each
round, participants chose financial advisors who had supposedly
invested in one of two stocks; participants then received a
payout from that advisor’s stock. We examined the extent to
which participants chose advisors based on model-based and
model-free reinforcement, and further examined whether these
forms of learning predicted participants’ subjective attitude
toward each advisor.

MATERIALS AND METHODS
Participants
Sixty-nine participants (42 male, 27 female) were recruited via
Amazon Mechanical Turk (AMT), in exchange for $3.50 for
study completion, plus a monetary bonus based on their task
performance. A sample size of 65 participants was chosen a priori;
an additional four participants completed the task due to an
error in which an extra set of slots was posted. Data collection
was completed before analysis. Participants were eligible if they
were located in the United States, completed at least one prior
AMT study, and had approval rates of at least 95%. Informed
consent was obtained from all participants in accordance with the
guidelines of the New York University Committee on Activities
Involving Human Subjects. We excluded data from participants
who did not respond in time to either the first or second stage
of a trial on more than 20% of trials (Kool et al., 2017). This
rule excluded data from four participants, leaving data from 65
participants in analyses.

Model-Free Learning in Social Cognition
How might a model-based/model-free account relate to social
impressions? When other people provide us with material
feedback (like a gift) or social feedback (like a smile or a
compliment), we experience this feedback as rewarding; as a
result, this feedback can reinforce our social choices and draw
us back to the same partners again in the future (Jones et al.,
2011; Lin et al., 2011; Lindström et al., 2014; Hackel et al.,
2015; Lindström and Tobler, 2018). If people learn from this
feedback in a model-free manner, specifically, they might return
to interaction partners previously associated with high reward
regardless of whether those partners will currently provide
desirable outcomes. This pattern would resemble a traditional
definition of habit.
Some existing work hints at the possibility that reward
feedback gives rise to social preferences that persist in a habitlike manner. In research by Hackel et al. (2015), participants
played an economic game in which they chose partners who
could share money; partners varied in the average amount they
shared (indicating reward value) and average proportion they
shared (indicating generosity). During initial learning, it was
economically advantageous for participants to prefer individuals
who provided large rewards, regardless of their generosity.
However, when participants were later asked to choose one of
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Procedure
Participation took place via Psiturk, an online platform for
cognitive tasks (Gureckis et al., 2016). After providing consent,
participants read a self-guided description of the study, which
included practice trials, and completed the main experimental
task. Next, participants completed self-reported evaluation items
and a demographics questionnaire. Lastly, participants were
informed of their bonus compensation for participating and
then completed a debriefing procedure that included a suspicion
probe and an explanation of study goals. All data exclusions, all
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manipulations, and all measures included in this research are fully
reported in this article.

assigned to different roles across participants (i.e., which stock
they were linked with) and were equally likely to appear on
the left or right side of the screen. Participants chose one of
the two Advisors via button response and then transitioned
deterministically to one of the two stocks, which comprised the
second-stage states. That is, participants could reach either of the
two stocks from each of the first-stage states; one Advisor in each
pair always invested in the Axiom stock and the other Advisor in
the given pair always invested in the Zephyr stock.
When they reached the second-stage state, participants were
instructed to press the spacebar to reveal the performance of the
stock in which the chosen Advisor invested. If participants did
not respond in time to either the first- or second-stage states, no
reward was provided and participants moved to the next trial. The
number of points obtained for each stock fluctuated slowly and
stochastically over the course of the task, varying according to a
Gaussian random walk (SD = 2) with reflecting bounds at 0 and
+9 points. The drifting nature of the reward feedback encouraged
continuous learning throughout the task.
Importantly, the two first-stage states were equivalent in terms
of the stocks they could lead to: within each pair of advisors,
one Advisor always invested in the Axiom stock, whereas the
other Advisor always invested in the Zephyr stock. This design
allows for the separation of model-free and model-based control.
Given that both stocks can be reached from each pair of Advisors,
the stock reached from one set of advisors can be used by a
model-based learner to update preferences regardless of which
set of advisors is encountered on the next trial. For instance, if
an Advisor in one pair invested in the Axiom stock and this stock
paid out a large number of points on that trial, a model-based
learner should subsequently be more likely to choose the Advisor
in the other pair that also invests in the Axiom stock. That is, a
model-based learner can generalize across equivalent first-stage
choice options due to its exploitation of the overarching task
structure. Conversely, model-free learners would not generalize
across equivalent first-stage choice options, as they simply rely on
directly-experienced action-outcome associations – the outcomes
experienced following a choice in one pair of advisors should
not affect preferences for the advisors in the second pair, and
vice-versa.
Participants were trained extensively on the deterministic
transitions (i.e., which financial advisor in a given pairing
invested in which of the two stocks) prior to completing the
experimental trials, such that 80% accuracy across 15 consecutive
trials was required to advance to the main task. Participants did
not receive explicit instructions on which advisor led to which
stock, but rather were required to learn these transitions through
experience. After this training phase, participants completed 150
trials of the main task, split evenly between the two first-stage
states. The response deadline in both stages was 1500 ms and
feedback was presented for 1000 ms.

Two-Step Task
We adapted a sequential learning task (Kool et al., 2016, 2017)
designed to dissociate model-free and model-based learning
(Figure 1). In our adaptation, participants were told they
would learn about choices made by four AMT workers who
previously participated in a financial decision-making study (see
Supplementary Material for full task instructions). According to
this cover story, these previous workers were assigned the role of
“Financial Advisor,” in which they chose (only) one of two stocks
(“Axiom” and “Zephyr”) to invest in for the duration of the study.
These Advisors then earned money based on the performance of
their chosen stock, which fluctuated throughout the study and
could change from one round of “dividends” to the next.
Next, participants were assigned to the role of the “Client,” in
which they would make a series of decisions about which Advisor
to hire. Participants learned they would earn points based on the
performance of the stock chosen by their hired Advisor on each
round. Participants were explicitly told that the performance of
the stocks would change over time (“a stock that was bad at the
beginning of the game might start performing well, and a stock
that initially pays well might perform poorly later on”), and that
they should try to hire Advisors with the better performing stock
at that particular moment. Moreover, participants were informed
that they would receive a monetary bonus for their performance
in the task, with better performance (in terms of points earned)
equating to a larger bonus.
Return on each trial, participants began in one of two
randomly chosen first-stage states. In these states, participants
were presented with one of two pairs of Advisors, represented
by distinct cartoon avatars (Figure 1). Avatars were randomly

FIGURE 1 | Schematic of task design. In the first stage of each round,
participants saw one of two sets of advisors and chose an advisor for that
round. Participants then viewed the stock that advisor had chosen; after
making a button press, participants saw feedback indicating the payout
provided by the stock, ranging from zero to nine points. Within each pair of
advisors, one advisor always led to the “Axiom” stock and the other always
led to the “Zephyr” stock. This feature of the task rendered the two sets of
advisors equivalent, such that a model-based learner could apply experiences
with one set of advisors to choices involving the other set of advisors.

Frontiers in Psychology | www.frontiersin.org

Post-task Evaluations
Following the two-step task, participants responded to a series
of self-report items which pertained to participants’ evaluations
(or “liking”) of the different Advisors encountered during the
two-step task. Participants were presented with the avatar of
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advisors, picks the advisor that leads to the “Axiom” stock, and
receives a large reward. On the next round, a model-based learner
would try to return to the “Axiom” stock regardless of whether
they see the same pair of advisors or a different pair of advisors.
In contrast, a model-free learner updates values for individual
advisors and chooses advisors based on these values. A modelfree learner would therefore repeat their choice on the next trial
if presented with the same advisors but would do so to a lesser
extent if presented with different advisors. That is, the model-free
learner would fail to generalize across sets of advisors.
Drawing on this task logic, we fit learning phase data
to a lagged regression model predicting, on a trial-by-trial
basis, whether or not participants repeated their most recent
choice of Stage 2 stocks (1 = stay, 0 = switch). This analysis
provides a model-agnostic way to test the qualitative behavioral
predictions of the model-free/model-based account of learning.
Following Kool et al. (2016), predictors included the reward
earned on the previous trial (standardized, within-subject, to
z-scores), whether or not the previous trial started with the
same set of advisors (1 = same, -1 = different), and the
interaction of these two predictors. A main effect of reward
would indicate model-based learning: people return to a highpaying stock regardless of whether they see the same or different
advisors on the next trial to get to that stock (simulated
data shown in Figure 2A). An interaction of reward and
start state would indicate model-free learning: people try to
return to a high-paying stock, but particularly do so when
presented with the same set of advisors, thus repeating the
advisor choice that led to the large reward (Figure 2B). Models
were fit using the lme4 package in R (Bates et al., 2015;
R Core Team, 2016). Random variances were allowed for the
intercept and all slopes (see Supplementary Table S2 for
all coefficients.).
This analysis revealed a main effect of reward, b = 1.47,
SE = 0.07, z = 19.80, p < 0.001, consistent with model-based
learning: overall, participants returned to second-stage stocks
after receiving large rewards. However, the analysis also revealed
a Reward × Start State interaction, b = 0.22, SE = 0.03, z = 6.45,
p < 0.001, indicating the presence of model-free learning:
participants were more likely to return to a high-paying stock
when starting with the same advisors at the first stage. Although
participants in our sample were highly model-based (mean w
parameter in the computational model fits = 0.83), these results
support the hypothesis that both model-based and model-free
reinforcement learning contributed to social choice (Figure 2C).

each financial advisor, one at a time, and rated how much they
liked the advisor using a seven-point scale (from 1 = “Do not
like them at all” to 7 = “Like them a lot”). Finally, participants
were also asked to estimate how valuable, on average, each
of the two stocks were over the course of the learning task
(see Supplementary Material).

Computational Model
In order to determine the degree to which participants employed
model-based and model-free learning, we fit data from the
learning phase to a computational model of reinforcement
learning used in previous work (Kool et al., 2017). Doing so
allowed us to estimate latent variables related to social learning
for each subject (Hackel and Amodio, 2018), which we then used
as input in our analyses.
The model contains a hybrid of model-free learning and
model-based learning for selecting advisors (see Supplementary
Material for additional details and Supplementary Table S1 for
parameter fits). The model-free system stores values for advisors
at the first stage and for stocks at the second stage based on prior
reward feedback. The model-based system computes the value of
selecting each advisor at the time of choice, combining knowledge
about how advisors lead to stocks with the expected payoff of each
stock (acquired through model-free learning at the second stage).
A model-based learner thus prospectively plans toward a goal: he
or she selects an advisor based on the stock the advisor will lead
to, in light of the reward expected from each stock. In contrast,
a model-free learner selects advisors based on the rewards those
advisors have led to in the past.
Critically, the model includes a weighting parameter (w)
that indicates the relative influence of model-based and modelfree learning in choice, ranging between 0 (purely modelfree) and 1 (purely model-based). This parameter can serve
as an individual difference measure of the extent to which a
participant engaged in model-based or model-free learning. We
fit this model for each participant using maximum a posteriori
(MAP) estimation, with empirical priors used in previous work
(Gershman, 2016; Kool et al., 2017). Doing so allowed us
to estimate each participant’s w parameter (mean = 0.83),
indicating the extent to which they relied on model-based vs.
model-free learning. We used this parameter in subsequent
analyses examining individual differences in the use of these
learning strategies.

RESULTS
Model-Free and Model-Based Social
Learning

Post-task Evaluations
If reinforcement learning also gives rise to attitudes, participants
might like advisors who can provide reward in the future
(model-based value) and advisors associated with past reward
(model-free value). To test how learning affects attitudes, we
examined participants’ self-reported liking of each advisor
following the learning task. Using each subject’s individual
parameter fits in the computational model, we estimated the final
model-based and model-free values associated with each advisor
for each subject at the end of learning, given the unique series

To what extent did participants engage in model-based and
model-free social learning? To answer this question, we examined
choices in the learning phase, drawing on the following logic
of the task. As noted above, the two sets of advisors in the
task are equivalent, such that one advisor from each set leads
to a particular stock. As a result, a model-based learner would
generalize experiences with one set of advisors to the other set.
For instance, imagine a participant who sees the first pair of
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FIGURE 2 | Behavioral predictions and data. Plots depict the probability of staying with the same second-stage stock as on the previous trial, based on whether the
set of advisors encountered at the first stage was the same as or different from that of the previous trial, and whether the previous trial delivered a high or low reward.
(A) Simulated model-based predictions. (B) Simulated model-free predictions. (A,B) Produced from model simulations (see section Supplementary Material) with
weighting parameter w specifying fully model-based (w = 1) and fully model-free learning (w = 0), respectively. (C) Observed data indicates the presence of both
model-based and model-free learning. Error bars reflect standard error of the mean, adjusted for within-subjects comparisons (Morey, 2008).

w parameter, attitudes reflected both kinds of learning: people
liked advisors who could lead them to more rewarding stocks
and also liked advisors who were uniquely associated with greater
reward in the past.
We further examined whether the effects of model-based
and model-free learning on reported attitudes varied by
participants’ individual learning tendencies, as indexed by
the w parameter. We found that the w parameter, which
represents this individual difference variable, interacted with
model-free values, b = −0.24, SE = 0.08, t(148.01) = −2.97,
p = 0.004. Participants who exhibited relatively greater modelfree learning also expressed greater liking of partners who
had provided more reward. Simple effects analysis supported
this interpretation: for learners relying relatively more on
model-free control (centered at the 25th percentile of the
w parameter, or w = 0.70), model-free values were strongly
predictive of attitudes toward advisors, b = 0.31, SE = 0.10,
t(155.32) = 3.11, p = 0.002, revealing a novel effect of modelfree learning on social evaluation. By contrast, for those relying
relative more on model-based control (centered at the 75th
percentile of the w parameter, or w = 1), model-free values
were not associated with evaluations, b = −0.03, SE = 0.11,
t(162.01) = −0.31, p = 0.76. Thus, participants who exhibited
model-free learning also liked advisors associated with greater
model-free value1 .
Together, these results identify two ways in which
reinforcement learning influences social attitudes, one that
is goal-directed and one that is habit-like: people like others who
are equivalently capable of providing large rewards in the future,
and they also like others who have uniquely provided large
rewards in the past. Moreover, the influence of past (model-free)
reward history depends on individual differences in learning:
individuals who weight model-free rewards more strongly during

of stimuli and outcomes viewed by each participant. We then
regressed liking ratings simultaneously on each type of value.
Notably, model-based values were identical for advisors
who led to the same stock. That is, if the Axiom stock
would be expected to deliver 6 points on average at the
end of the task, then each advisor who leads to the Axiom
stock would have a model-based value of 6 points. If social
evaluations reflect model-based learning, participants would
therefore like the two advisors who led to the Axiom stock
equally. In contrast, model-free values reflect the unique
reward history associated with a particular advisor; even
for two advisors who led to the Axiom stock, participants
might have experienced different reward outcomes with each
advisor. If social evaluations reflect model-free learning,
people would therefore prefer advisors who provided
greater rewards. Finally, this tendency should depend on
individual differences in learning, as reflected in the w
parameter: individuals who engage in greater model-free
learning should especially like advisors associated with high
model-free value.
To test these hypotheses, we fit a mixed-effects linear
regression predicting post-task liking ratings (Supplementary
Table S3). Predictors included each participant’s final model-free
values and model-based values toward each advisor (estimated
from the computational model), each participant’s w parameter,
and the interaction of w with each type of value. Each
predictor was standardized to z-scores (within-subject for the
value regressors and between-subject for the w parameter).
As a result, main effects of value regressors are interpretable
relative to the mean level of the w parameter (w = 0.83). We
included random variances for the intercept and each predictor.
The models were fit using the lme4 package and lmerTest
packages (Bates et al., 2015; Kuznetsova et al., 2016) in R
(R Core Team, 2016).
This analysis yielded a main effect of model-based values,
b = 0.30, SE = 0.14, t(71.46) = 2.17, p = 0.03, and a marginally
significant main effect of model-free values, b = 0.16, SE = 0.09,
t(162.97) = 1.82, p = 0.07. In other words, at mean levels of the
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In contrast, we did not observe an interaction between the w parameter and
model-based values (see Supplementary Material). This finding is consistent
with the fact that model-based learning was relatively high across participants,
whereas not all participants showed a meaningful degree of model-free learning
(i.e., w < 1).
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routinized responses that operate most adaptively in invariable
environments, they may fill in the gaps between goal-directed
responses to facilitate social behavior. In some cases, habits
may have harmful effects; for example, people may persist in
interacting with social partners with whom they had positive
past experiences, even when other partners might be equally or
more relevant to one’s current goals. In other cases, habits may
be beneficial, leading an individual to approach a previouslyrewarding person while distracted by their pursuit of an unrelated
goal – perhaps eliciting help, if needed, or simply avoiding
a social faux pas. In both cases, their effects may be subtle,
relative to goal-directed responses, yet still crucial to adaptive
social function.
Although model-based and model-free learning offer different
benefits and costs, their concerted function may promote
successful social interactions. Social life offers a wealth of
information about other people – their traits, preferences, and
emotions – which lets us know whom to interact with and
how to interact with them. Through experience, we learn which
members of our social networks to turn to for empathy as
opposed to fun (Morelli et al., 2017) and which verbal or
facial cues predict different emotions for close others (Zaki
et al., 2016). Model-free learning offers a computationally simple
way to learn how to act around others given this wealth of
information, requiring little deliberation (Otto et al., 2013). Yet,
at the same time, model-free learning is relatively inflexible,
leaving people unable to adapt as contingencies change or
to plan ahead in novel settings. By comparison, model-based
learning requires greater effort but allows people to adapt
to new contingencies and make novel plans – for instance,
choosing a gift for another person for the first time given
knowledge about their preferences. Both types of learning are
functional, with tradeoffs that depend on the particulars of a
situation, and thus an important goal of future research will
be to explore how these tradeoffs are managed and prioritized
across situations.
It is notable that participants’ behavior was highly modelbased in our study, on average – more so than in past work using
this task (Kool et al., 2017; see also Da Silva and Hare, 2019). It
is possible that the social framing of the task made it easier for
people to reason in a model-based manner, much as people find
it easier to reason about social relations than non-social relations
(Cosmides, 1989; Mason et al., 2010). Moreover, our instructions
framed rewards in terms of stock performance, which offers a
familiar and intuitive explanation for drifting outcomes. While
it is possible that these features made our instructions clearer
relative to past work (Da Silva and Hare, 2019), the familiarity
of concepts used in our task framing may have facilitated modelbased choices – an interesting possibility for future research.
Finally, and more broadly, this work sheds light on how
multiple forms of learning and memory can contribute to social
cognition. Based on research in cognitive neuroscience (Squire,
2004; Henke, 2010), Amodio (2019; see also Amodio and Ratner,
2011) theorized that social cognition comprises multiple distinct
and interactive learning and memory systems, including habits.
Although classic work in social psychology has focused primarily
on the roles of conceptual associations and Pavlovian forms

learning also have a stronger preference for advisors associated
with past rewards.

DISCUSSION
Does habit play role a social impressions? Our findings
demonstrate that, indeed, people form impressions through
reward-based reinforcement processes that include model-free
learning – a form of learning thought to contribute to habitual
behavior. In the sequential learning task used here, participants
chose financial advisors based on both model-based and modelfree learning. That is, participants chose advisors who could lead
them to desirable stocks in the future (model-based) as well
as who were associated with high rewards in prior interactions
(model-free). Although participants relied far more heavily on
model-based (as opposed to model-free learning) in general, this
pattern of model-free learning suggests the additional role of a
habit-like component of learning and behavior in the context of
social impression formation.
Furthermore, participants’ learning processes had
implications for their explicit social evaluations. Across
participants, both model-based and model-free learning
predicted self-reported attitudes toward advisors. Moreover,
participants varied in their reliance on model-based vs. modelfree processing during the learning task, and this individual
difference in learning related to differences in evaluation:
participants who exhibited greater model-free learning during
the investment task showed an effect of model-free learning on
self-reported attitudes. Thus, these findings dissociate two routes
through which reinforcement learning contributes to attitudes
toward social partners, and they highlight the importance of
considering individual differences in learning strategies during
social interactions to understand the effects of rewards on social
attitudes and decisions.

Model-Based and Model-Free Social
Cognition
Our central finding – of model-free learning in social
impression formation – offers novel theoretical implications
for social cognition, learning, and attitudes. First, our findings
highlight a role for reward-based reinforcement learning in
social interactions. Previous impression formation research
demonstrates that people learn about the traits of others in order
to predict how others will behave (Heider, 1958). For instance,
by observing financial advisors, people can form impressions
of an advisor’s competence and predict that advisor’s future
performance (Boorman et al., 2013; Leong and Zaki, 2018). Our
results introduce a complementary mode of social learning based
on reward: people also learn whom to choose and whom to
like through instrumental learning, such as directly choosing an
advisor and experiencing rewards as a result.
The observation of model-free social learning, in particular,
supports the proposed role of habit in social cognition. In modelfree learning, people repeat previously-rewarded choices in a
relatively inflexible manner – the hallmark of a habit. Habits
may therefore influence social behavior: because habits reflect
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model-based and model-free learning accounts, future research
on reinforcement learning in social cognition will benefit
from advances in our understanding of these processes
as they develop.
Second, there is some debate on whether – and to what
extent – model-free learning maps on to traditional definitions
of habitual control (Miller et al., 2019; see also Gillan et al.,
2015; Sjoerds et al., 2016). Miller et al. (2019) argue that
traditional conceptualizations of habits reflect stimulus-response
associations devoid of expected value representations (i.e., are
value-free), whereas model-free algorithms still depend on
the expected value representations associated with a learner’s
available actions (i.e., are value-based). In this view, habits
form directly through action repetition within a given context,
regardless of reward outcomes. It is possible that both modelfree RL and action repetition contribute to behaviors commonly
considered habitual (Pauli et al., 2018). These processes might
align with a theoretical distinction between “direct” cuing
of habits, in which responses are directly associated with
context cues, and “motivated” cuing of habits, in which
responses depend on the motivation linked to a behavior
through past rewards (Wood and Neal, 2007). To complement
and extend our findings, future work could consider these
varied approaches.

of learning, research has just recently begun to probe the role
of reward-based forms of learning in social cognition (Hackel
et al., 2015; Lindström and Tobler, 2018). To date, these studies
have not distinguished between types of computations that may
underlie instrumental learning from rewards. Here, by using a
two-step learning task to examine social learning, we were able to
dissociate model-based and model-free forms of reward learning
and, in doing so, provide new evidence for the role of multiple
learning systems, functioning in concert, in social cognition.

Potential Limitations
The goal of this research was to examine learning processes
that give rise to habitual behavior. However, there remain
open questions about the extent to which model-free learning,
as assessed in sequential decision-making (i.e., two-step)
tasks, corresponds to traditional definitions of habit. First,
questions have been raised as to whether additional strategies
may contribute to observed effects of model-free learning in
sequential decision tasks (Dezfouli and Balleine, 2012; Da
Silva and Hare, 2019; but see Morris and Cushman, 2019),
just as other representations may contribute to observed
effects of model-based learning (Momennejad et al., 2017;
Russek et al., 2017).
Although our task was designed to examine two specific
learning processes, it is useful to consider the possibility of
alternative ways of representing the task and outcomes that
might yield different inferences. For instance, if participants
grouped the two “Axiom” advisors under one abstract action
representation of “pro-Axiom-choice” (possibly through modelbased processes), then putative patterns of model-based learning
might actually reflect model-free learning over such groupings;
conversely, if participants represented four end states in the
task – acting as if there were two distinct Axiom stocks and
two distinct Zephyr stocks depending on the advisor chosen –
then putative patterns of model-free learning could reflect
model-based learning. However, we believe such a four-state
task representation is unlikely, given that the instructions and
visual display emphasized that there were two end states,
each reached from two advisors. For a participant to use
a 4-state task representation, they would have to ignore
this information and the actual transition structure of the
task, associating end-states with actions used to get there, in
which case it may not be obvious that this would still be a
model-based controller (see Morris and Cushman, 2019, for
related discussion). Future work could test whether people
generate unexpected task representations and whether these
contribute to learning.
More broadly, people may use learning and choice strategies
not encapsulated by our task and analyses, moving beyond
the two approaches studied here (see Supplementary Material
for further discussion). For instance, in other settings, people
might choose individual advisors based on trait impressions
(Hackel et al., 2015) or might learn specific motor actions
(Shahar et al., 2019) – such as pushing a particular button or
walking toward a colleague’s office – in addition to learning
the value of a social partners. Although our experiment
did not address these broader theoretical questions regarding

Frontiers in Psychology | www.frontiersin.org

New Questions About Habits in Social
Behavior
Our use of the two-step task to probe the role of habits in social
cognition raises several new questions regarding other aspects of
habits in social life. For instance, a classic marker of a habit is its
persistence even when it no longer fulfills a valued goal (Wood
and Rünger, 2016). Past work suggests that reward feedback in
social interaction can have such a persistent impact (Hackel et al.,
2015). Future work should consider tasks traditionally employed
to test for this kind of habitual persistence, such as the slips-ofaction paradigm (e.g., Gillan et al., 2011; de Wit et al., 2012) or
outcome devaluation/revaluation procedures (e.g., Valentin et al.,
2007; de Wit et al., 2009; Tricomi et al., 2009; see Foerde, 2018,
for review).
Our findings raise further questions regarding the specificity
of habits in social impressions, relationships, and behaviors.
For example, do people form habits to interact with specific
partners in specific contexts? Or do they form habits to approach
or avoid social interaction in general? Are there benefits to
forming such social habits? Answering these questions promises
to illuminate the structure of people’s social lives, much as
advances in habit research sheds light on how habits can promote
healthy eating, exercising, or studying (Galla and Duckworth,
2015; Lin et al., 2016).
Finally, the implications of our findings extend to other
areas of research within social psychology, such as intergroup
relations, complementing recent work suggesting that modelfree learning may underlie implicit attitudes toward social
groups (Kurdi et al., 2019). The concept of habit has previously
been invoked in prior theories of social attitudes, such as
to describe the phenomenon of implicit prejudice and the
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difficulty people have in ridding themselves of it (e.g., “breaking
the prejudice habit,” Devine, 1989; Devine et al., 2012). However,
this usage has been largely colloquial or metaphorical, as previous
research has not used methods capable of assessing habit-like
patterns of preference and choice. Our findings suggest that social
experiences may indeed give rise to a form of habit, but these are
rooted more directly in reward-based action tendencies than in
conceptual processes such as stereotypes.
Nevertheless, if some aspects of prejudice are truly habitlike, then they may be extraordinarily difficult to control or
eradicate. As such, interventions involving the replacement of a
biased thought or action with an egalitarian response (Devine,
1989) or changes in the situational affordances for bias expression
(Amodio and Swencionis, 2018) should be more effective than
methods for unlearning bias (Lai et al., 2014). Furthermore, an
intervention aimed at “unlearning” a habit-like response would
require action-based interventions, in contrast to conventional
interventions aimed at modifying a person’s beliefs and values.
As our conceptualization of habits in social cognition develops,
it may begin to elucidate psychological processes in other
domains as well.
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